
Alexander Maye

Dept. of Neurophysiology and Pathophysiology
University Medical Center Hamburg-Eppendorf

Germany

Computational Models of 
Sensorimotor Contingencies



Agenda

๏ Introduction

๏ The Markov model approach

๏ Other approaches:
• Predictive State Representations (Littmann et al. 2002)
• Braitenberg vehicles (Pfeifer et al. 1997)
• SMCs as sensorimotor invariances (Choe et al. 2007)
• Cognition by sensorimotor simulation (Möller&Schenck 

2007, Gross et al. 1999)



Standard Robot Control Architectures



1. Introduction

1.1. The puzzle of visual experience

What is visual experience and where does it occur?
It is generally thought that somewhere in the brain an in-

ternal representation of the outside world must be set up
which, when it is activated, gives us the experience that we
all share of the rich, three-dimensional, colorful world. Cor-
tical maps – those cortical areas where visual information
seems to be retinotopically organized – might appear to be
good candidates for the locus of perception.

Cortical maps undoubtedly exist, and they contain infor-
mation about the visual world. But the presence of these
maps and the retinotopic nature of their organization can-
not in itself explain the metric quality of visual phenome-
nology. Nor can it explain why activation of cortical maps
should produce visual experience. Something extra would
appear to be needed in order to make excitation in cortical
maps provide, in addition, the subjective impression of see-
ing.

A number of proposals have come forth in recent years
to suggest how this might come about. For example, it has
been suggested, from work with blindsight patients, that
consciousness in vision may derive from a “commentary”
system situated somewhere in the fronto-limbic complex
(taken to include the prefrontal cortex, insula and claus-
trum; cf. Weiskrantz 1997, p. 226). Crick and Koch (1990),
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Main implications of 
Sensorimotor Contingency 
Theory (SMCT):

๏ The agent can sample the state of the 
environment at any time ! no need for 
internal representations.

๏ Perception is knowledge of the lawful 
relations between actions and resulting 
changes in the patterns of sensory 
stimulation.

๏ Perception is only available through 
action.

A radically 
action-
oriented 
approach to 
Cognition



Example: eSMCs of Seeing a Straight Line

There is an analogy to be drawn between this example
and the situation faced by the brain. From the point of view
of the brain, there is nothing that in itself differentiates ner-
vous influx coming from retinal, haptic, proprioceptive, ol-
factory, and other senses, and there is nothing to discrimi-
nate motor neurons that are connected to extraocular
muscles, skeletal muscles, or any other structures. Even if
the size, the shape, the firing patterns, or the places where
the neurons are localized in the cortex differ, this does not
in itself confer them with any particular visual, olfactory,
motor or other perceptual quality.

On the other hand, what does differentiate vision from,
say, audition or touch, is the structure of the rules govern-
ing the sensory changes produced by various motor actions,
that is, what we call the sensorimotor contingencies govern-
ing visual exploration. Because the sensorimotor contin-
gencies within different sensory domains (vision, audition,
smell, etc.) are subject to different (in)variance properties,
the structure of the rules that govern perception in these
different modalities will be different in each modality.

A first law distinguishing visual percepts from perception
in other modalities is the fact that when the eyes rotate, the
sensory stimulation on the retina shifts and distorts in a very
particular way, determined by the size of the eye move-
ment, the spherical shape of the retina, and the nature of
the ocular optics. In particular, as the eye moves, contours
shift and the curvature of lines changes. For example, as
shown in Figure 1, if you are looking at the midpoint of a
horizontal line, the line will trace out a great arc on the in-
side of your eyeball. If you now switch your fixation point
upwards, the curvature of the line will change; represented
on a flattened-out retina, the line would now be curved. In
general, straight lines on the retina distort dramatically 
as the eyes move, somewhat like an image in a distorting
mirror.

Similarly, because of the difference in sampling density
of the retinal photoreceptors in central and in peripheral vi-
sion, the distribution of information sensed by the retina
changes drastically, but in a lawful way, as the eye moves.
When the line is looked at directly, the cortical representa-
tion of the straight line is fat in the middle and tapers off to
the ends. But when the eye moves off the line, the corti-
cal representation peters out into a meager, banana-like
shape, and the information about color is radically under-
sampled, as shown in the bottom right hand panel of Fig-
ure 1. Another law that characterizes the sensorimotor con-
tingencies that are particular to visual percepts is the fact
that the flow pattern on the retina is an expanding flow
when the body moves forwards, and contracting when the
body moves backwards. Visual percepts also share the fact
that when the eyes close during blinks, the stimulation
changes drastically, becoming uniform (i.e., the retinal im-
age goes blank).

In contrast to all these typically visual sensorimotor con-
tingencies, auditory sensorimotor contingencies have a dif-
ferent structure They are not, for example, affected by eye
movements or blinks. They are affected in special ways by
head movements: rotations of the head generally change
the temporal asynchrony between left and right ears. Move-
ment of the head in the direction of the sound source
mainly affects the amplitude but not the frequency of the
sensory input.

We therefore suggest that a crucial fact about vision is
that visual exploration obeys certain laws of sensorimotor

contingency. These laws are determined by the fact that the
exploration is being done by the visual apparatus.

In summary: the sensorimotor contingencies discussed
in this section are related to the visual apparatus and to the
way three-dimensional objects present themselves to the
visual apparatus. These sensorimotor contingencies are dis-
tinctive of the visual sense modality, and differ from the
sensorimotor contingencies associated with other senses.

2.2. Sensorimotor contingencies determined 
by visual attributes

Real objects have properties such as size, shape, texture,
and color, and they can be positioned in the three-dimen-
sional world at different distances and angles with respect
to an observer. Visual exploration provides ways of sampling
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Figure 1. Top: The eye fixates the middle of a straight line and
then moves to a point above the line. The retinal stimulation
moves from a great arc on the equator of the eye to a different,
smaller great arc. Bottom left: Flattened out retina showing great
arc corresponding to equator (straight line) and off-equator great
arc (curved line). Triangles symbolize color-sensitive cone pho-
toreceptors, discs represent rod photoreceptors. Size of photore-
ceptors increases with eccentricity from the center of the retina.
Bottom right: Cortical activation corresponding to stimulation by
the two lines, showing how activation corresponding to a directly
fixated straight line (large central oblong packet tapering off to-
wards its ends) distorts into a thinner, banana shaped region, sam-
pled mainly by rods, when the eye moves upwards. As explained
in Section 2.2, if the eye moves along the straight line instead of
upwards, there would be virtually no change at all in the cortical
representation. This would be true even if the cortical represen-
tation were completely scrambled. This is the idea underlying the
theory that shape in the world can be sensed by the laws obeyed
by sensorimotor contingencies.
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eSMCs for Perception and Sensory Awareness



Different Types of
Extended Sensorimotor Contingencies

๏ Modality-related eSMCs
• reflect momentary changes of sensory signals
• define the different qualities of sensory experiences (vision, audition,...)
• control the agent‘s instantaneous behavior

๏ Object-related eSMCs
• reflect changes of sensory signals during exploratory processes
• constitute the agent‘s object perception
• control the agent‘s short-term behavior in a given situation

๏ Intention-related eSMCs
• reflect sensorimotor processes on the level of acts (like walking, 

imagining, wanting etc.)
• control the agent‘s long-term, goal-oriented behavior



An operational definition of eSMCs
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Modeling Object- and Modality-Related eSMCs

ao(t) !!!ao(t ! 1) ao(t ! 2) ao(t ! 3)

P (ao(t + 1) | ao(t), ao(t ! 1), ao(t ! 2))

P (ao(t + 1) | ao(t), ao(t ! 1))

P (ao(t + 1) | ao(t))

P (ao(t + 1) | ao(t) . . . ao(t ! h))

!
!
!

"#$%&'()*
+,&%(,$
-./0

#12,3(*
+,&%(,$
-./0

Maye and Engel, LNCS 7366, 2012



Using a Tree Representation for Predicting eSMCs
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Application Scenario

๏ Typical motors are strong, and motor commands take 
effect immediately
Example: controlling movement by setting speed values

๏ If effects are delayed, prediction and long-term 
planning are required
Example: controlling movements by setting 
accelerations
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Experimental Setup

๏ We investigated modality- and object-related SMCs in the Robotino® 
robot.

Accelerometer (x,y,z)

Bumper Motors
with Swedish wheels (3)



Value System

๏ A value system is used to endow the agent with motivations.

๏ Definition of internal value:

๏ Values are averaged and stored in a similar way as eSMCs:

prison cell for a while, he would know that it takes 5 steps from wall to wall,
and while the one in the back feels hard, the one in the front is soft.

3.3 Model

We employed a slightly modified version of the computational model of SMCs
described in [8]. Apart from the sensory preprocessing, the value system and the
action selection schema had to be adapted to the Robotino’s R� embodiment.

Value System. Defining a value system is a method “to make an agent do
something in the first place” [9]. Here we used only internal values as the ex-
perimental setting did not feature any rewards coming from the environment.
The features from the bumper (∈ 0, 1), motors (∈ 0, 1, 2), and accelerometer
(∈ [−2,+2]) contributed to the internal value in the following way:

vint = −bumper − 0.5motor − 0.2max
x,y,z

(|accel|)

The internal value was always less than zero, and the robot should try to find a
behavior that makes it least “negative”.

Action Selection. In addition to the probabilities of action-observation pairs
ao conditional on a history of length h of previous action-observation pairs,
Ph (ao(t+ 1)|ao(t) . . . ao(t− h)), the model keeps track of the average value as-
sociated with each context of size h:

v̄hint (ao(t+ 1)|ao(t) . . . ao(t− h)) =

�
vint (ao(t+ 1)|ao(t) . . . ao(t− h))

N (ao(t) . . . ao(t− h))

with N() being the number of times having experienced this context. Using this
value probability, a simple schema to select the next action is used: Working down
from large context sizes h to smaller ones, for each possible action the average
value is found. This requires that the current context, given by the sequence
ao(t) . . . ao(t − h) has been experienced before, i.e. N (ao(t) . . . ao(t− h)) > 0.
Now the action with the best predicted value gets executed with probability
p = v̄hint+1. Actions that reliably have led to a perfect internal value (v̄hint = 0),
for example, would be readily executed again. Actions with a average internal
value at or below −1 would never get executed. All intermediate values leave
the opportunity to explore alternatives, with a probability depending on the
previous experience with this action.

3.4 Results

We can evaluate the behavior of the robot by comparing the components of
the value function when it is controlled by the just described SMC-based action
selection schema, and when actions are selected randomly. The plots in Fig. 3

P (ao(t+ 1)|ao(t) . . . ao(t− h)) =
N(ao(t+ 1)|ao(t) . . . ao(t− h))

N(ao(t) . . . ao(t− h))
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4.2 Robot environment

The robot moves on a flat ground back and forth between two parallel walls.
While the wall in the back of the robot triggered the bumper on collisions, the
wall in the front had a protrusion that prevented further forward movement,
but did not trigger the bumper1 (Fig. 3). Consequently the robot could not
rely on the bumper as a single sensory modality that flags collisions, but it had
to learn the interaction between actions, and bumper and current signals to
detect collisions instead. In addition it should learn to respond appropriately to
collisions, and to move in a smooth and energy-efficient way.

forwardbackward

bumper

dynamically placed obstacles

Fig. 3. Profile view of the spatial setup (adapted from [4]).

To study the robot’s adaptive behavior when the environment changes dy-
namically, we extended the setup by two obstacles at positions where the robot
could not expect them, approximately 1/4 in front of each wall. When the robot
reversed its movement direction at either wall, the obstacle in front of the oppo-
site wall was pushed in the trajectory of the robot. Since the robot expected the
wall to be further away, it reliably bumped into the obstacle, and the resulting
behavior was analyzed.

4.3 Value system

Defining a value system is a method “to make an agent do something in the
first place” [9]. Together with the eSMCs, their associated values are learned
and used later to select actions that result in beneficial behavior. For each time
step the value of the robot’s current state was computed by a weighted average
of signals from its sensors:

v = −bumper −
�

motors

0.2motoravg −
�

motors

0.2motorinc − 0.2max
x,y,z

(|accel|)

1 Both types of collisions had the side-effect of bringing the robot back to a perpen-
dicular orientation between the two walls, that would otherwise be lost after moving
several times back and forth due to the imprecision of the motors and the slip with
the ground.



๏ Action selection schema evaluates conditional reward probabilities.

๏ Actions are chosen to yield the maximum expected reward.

Action Selection

Execute action 
with maximum 
value  with 
probability 

v̂

p = ηv̂

Execute action 
with least 
reliable 

prediction
hmin, Nmin

otherwise



Video Demonstration

Maye and Engel, LNCS 7426, 2012



Modality-Related eSMCs (HistLen 0)

Sorted by
value"
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Driving backward Driving forward

๏ In 2.200 epochs, 31 distinct eSMCs of history length 0 have been 
experienced by the robot
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Object-Related eSMCs

๏ This knowledge constitutes the robot‘s perception of the space 
between the two walls.
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Markov Model of eSMCs - Summary

๏ The robot learns 
• to move straight between the walls,
• the size of the confinement,
• and to avoid collisions (not using distance sensors, but using its spatial 

knowledge).

๏ Collision avoidance is based on  sensorimotor understanding of the space 
of the confinement.

๏ No distal, only proximal sensors used.

๏ The sensorimotor knowledge allows adequate behavior when the 
environment changes.

๏ Our approach allows the agent to predict upcoming sensorimotor events.

๏ The prediction relies not only on previous experiences (memory), but can 
combine events in new configurations (imagination).



Markov Model of eSMCs - Conclusion

๏ No explicit internal representation of space like, e.g., in a map is required.

๏ Markov models reflect the different time scales of eSMCs.

๏ The behavior switches seamlessly between exploration and exploitation.

๏ Cognition requires both, brain and body.

๏ Current developments:
• Neurobiologically plausible implementation
• How to select and pursue long-term goals? 
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Abstract
A central problem in artificial intelligence is to choose actions to maximize reward in a partially observable, uncertain
environment. To do so, we must learn an accurate environment model, and then plan to maximize reward. Unfortunately,
learning algorithms often recover a model that is too inaccurate to support planning or too large and complex for planning
to succeed; or they require excessive prior domain knowledge or fail to provide guarantees such as statistical consis-
tency. To address this gap, we propose a novel algorithm which provably learns a compact, accurate model directly from
sequences of action-observation pairs. We then evaluate the learner by closing the loop from observations to actions.
In more detail, we present a spectral algorithm for learning a predictive state representation (PSR), and evaluate it
in a simulated, vision-based mobile robot planning task, showing that the learned PSR captures the essential features
of the environment and enables successful and efficient planning. Our algorithm has several benefits which have not
appeared together in any previous PSR learner: it is computationally efficient and statistically consistent; it handles high-
dimensional observations and long time horizons; and, our close-the-loop experiments provide an end-to-end practical
test.

Keywords
Predictive state representations, POMDPs, point based value iteration, subspace identification, singular value decomposi-
tion, latent variable discovery, planning under uncertainty

1. Introduction and Related Work
Planning a sequence of actions or a policy to maximize
reward has long been considered a fundamental problem
for autonomous agents. In the hardest version of the prob-
lem, an agent must form a plan based solely on its own
experience, without the aid of a human engineer who can
design problem-specific models, features or heuristics; it is
this version of the problem which we must solve to build a
truly autonomous agent.

Partially observable Markov decision Processes
(POMDPs) (Sondik 1971; Cassandra et al. 1994) are a
general framework for single-agent planning. POMDPs
model the state of the world as a latent variable and
explicitly reason about uncertainty in both action effects
and state observability. Plans in POMDPs are expressed
as policies, which specify the action to take given any
possible probability distribution over states. Unfortunately,
exact planning algorithms such as value iteration (Sondik
1971) are computationally intractable for most realistic
POMDP planning problems. Furthermore, researchers have
had only limited success learning POMDP models from
data. There are arguably two primary reasons for these

problems (Pineau et al. 2006). The first is the ‘curse of
dimensionality’: for a POMDP with n states, the optimal
policy is a function of an (n ! 1)-dimensional distribution
over the latent state. The second is the ‘curse of history’:
the number of distinct policies increases exponentially
in the planning horizon. We hope to mitigate the curse
of dimensionality by seeking an approximate dynamical
system model with low dimensionality, and to mitigate the
curse of history by looking for a model that is susceptible
to approximate planning.

Predictive state representations (PSRs) (Littman et al.
2002) and the closely related Observable operator models
(OOMs) (Jaeger 2000) are generalizations of POMDPs
that have attracted interest because they both have greater

1Machine Learning Department, Carnegie Mellon University, Pittsburgh,
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Predictive State Representations

๏ Method for approximate planning

๏ Looks for compact representations in state space

๏ Tracks occurence probabilities of future events (test, 
characteristic events) conditioned on past events (histories, 
indicative events)

๏ Test: ! = a1!o1!...ak!ok!

๏ History: h = a1ho1h...athoth

๏ Prediction for test !: !O = o1!, ... ok! given action sequence !A = 
a1!, ... ak!  is executed ! Pr[!O | h, do(!A)]

๏ Test set Q={qi} with prediction vector of success probabilities
Q(h) = [ Pr[q1O | h, do(q1A)] ... Pr[q|Q|O | h, do(q|Q|A)] ]

๏ knowing the expected outcomes of all possible tests Q(h) is 
equivalent to knowing the state of the system

๏ Problems: finding Q(h) (discovery problem) and update rules 
(learning problem)



๏ Planning uses a reward function R(b,a)

๏ Value function:

๏ Action policy: 
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The optimal policy can be compactly represented using the
optimal value function V !(b), which specifies the expected
sum of future rewards in each TPSR state. The value
function is defined recursively as

V !(b) " max
a#A

!

R(b, a) +!
"

o#O

Pr(o | b, a) V !(bao)

#

(12)

where bao is the state obtained from b after executing action
a and observing o. We have implicitly assumed that the
expected reward is a linear function of the TPSR state;
we can ensure that this assumption holds by including the
reward as an observation when we learn the TPSR dynam-
ics. (Or, if the reward is not directly observable, by includ-
ing its expectation given all observable information.) We
can obtain the optimal action by taking the arg max instead
of the max in Equation (13):

"!(b) = arg max
a#A

!

R(b, a) +!
"

o#O

Pr(o | b, a) V !(bao)

#

.

(13)

When optimized exactly, the value function is always
piecewise linear and convex (PWLC) in the state, and has
finitely many pieces in finite-horizon planning problems.4

In this case, the value function for a finite horizon t can be
expressed by a set of vectors #t = {$1, . . . , $g}. Each $-
vector represents a k-dimensional hyperplane, and defines
a value function over a bounded region of the TPSR state
space:

Vt(b) = max
$##t

$Tb (14)

The finite horizon t set #t can be generated recursively from
#t$1 through a process called exact value iteration. Let

#
a,o
t = {$a,o

i | $i # #t$1, a # A, o # O} $
a,o
i = ! BT

ao$i.
(15)

Then, for each action a # A, the set #a
t is generated by

#a
t = R(b, a) +

$

o#O

#
a,o
t (16)

where % denotes the cross-sum operator. Finally, the new
set #t is the union

#t =
%

a#A

#a
t . (17)

Exact value iteration for TPSRs optimizes the value func-
tion over all possible beliefs or state vectors. However,
computing the exact value function is problematic because
the number of sequences of actions that must be consid-
ered grows exponentially with the planning horizon, called
the ‘curse of history’. Approximate point-based planning
techniques (described in the following) specifically target
the curse of history by attempting only to calculate the

best sequence of actions at some finite set of belief points.
Unfortunately, in high dimensions, approximate planning
techniques have difficulty adequately sampling the space of
possible beliefs. This is called the ‘curse of dimensionality’.
Because TPSRs often admit a compact low-dimensional
representation, they can reduce the effect of the curse of
dimensionality, and so approximate point-based planning
techniques can work well in these models.

PBVI (Pineau et al. 2003) is an efficient approxima-
tion of exact value iteration that performs value backup
steps on a finite set of heuristically chosen belief points
rather than over the entire belief simplex. PBVI exploits
the fact that the value function is PWLC. A linear lower
bound on the value function at one point b can be used
as a lower bound at nearby points; this insight allows the
value function to be approximated with a finite set of $-
vectors, one for each chosen point. Although PBVI was
designed for POMDPs, the approach has been generalized
to PSRs (Izadi and Precup 2008). Formally, given some
set of points B = {b1, . . . , bg} in the TPSR state space,
we recursively compute the value function and linear lower
bounds at only these points. The approximate value function
after t iterations can be represented by a set of $-vectors
#t such that each $i is maximal for least one prediction
vector bi.

As with exact value iteration, #t can be generated recur-
sively from #t$1:

#a
t = {$a

b | b # B}, $a
b = R(b, a) +

"

o#O

arg max
$##

a,o
t

$Tb,

(18)

where #
a,o
t is as given in Equation (15). Because we only

need to generate one alpha-vector $a
b per TPSR state b for

each action a # A, we calculate summations for only these
states and do not need the cross-sum operation (Equation
(16)). Finally, we find the best $-vector for each TPSR state

$b = arg max
$#&a#a

t

$Tb ('b # B) . (19)

Once #t has been calculated, the approximate value func-
tion at any TPSR state b, including b /# B can be found as
before (Equation (14)).

In addition to being tractable on much larger-scale plan-
ning problems than exact value iteration, PBVI comes with
theoretical guarantees in the form of error bounds that
are low-order polynomials in the degree of approximation,
range of reward values, and discount factor ! (Pineau et al.
2003; Izadi and Precup 2008). In our experiments, we use
Perseus (Spaan and Vlassis 2005; James et al. 2006), a vari-
ant of PBVI that updates the value function over a small
randomized subset of a large set of reachable belief points
at each time step. By only updating a subset of belief points,
Perseus can achieve a computational advantage over plain
PBVI in some domains.
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Fig. 2. Learning and planning in the autonomous robot domain. (A) The robot uses visual sensing to traverse a square domain with
multi-colored walls and a central obstacle. Examples of images recorded by the robot occupying two different positions in the envi-
ronment are shown at the bottom of the figure. (B) A to-scale three-dimensional view of the environment. (C) The second and third
dimension of the learned subspace (the first dimension primarily contained normalization information). Each point is the embedding
of a single history, displayed with color equal to the average RGB color in the first image in the highest probability test. (D) The same
points in (C) projected onto the environment’s geometric space. (E) The value function computed for each embedded point; lighter indi-
cates higher value. (F) Policies executed in the learned subspace. The red, green, magenta, and yellow paths correspond to the policy
executed by a robot with starting positions facing the red, green, magenta, and yellow walls, respectively. (G) The paths taken by the
robot in geometric space while executing the policy. Each of the paths corresponds to the path of the same color in (F). The darker
circles indicate the starting and ending positions, and the tick-mark indicates the robot’s orientation. (H) Analysis of planning from
100 randomly sampled start positions to the target image (facing blue wall). In the bar graph: the mean number of actions taken by
the optimistic solution found by A* search in configuration space (left); the mean number taken by the policy found by Perseus in the
learned model (center); and the mean number taken by a random policy (right). The line graph illustrates the cumulative density of the
number of actions given the optimal, learned, and random policies.

three observations from the end of one of our sample trajec-
tories, choose a kernel covariance, and define our character-
istic feature vector by evaluating each kernel at a new obser-
vation sequence and normalizing. Finally, we define 500
observation kernels, each one centered at a single obser-
vation from the middle of one of our sample trajectories,
and replace each observation by its corresponding vector of
normalized kernel weights. Next, we construct the matrices
!PH, !PT ,H, and !PT ,ao,H as the empirical expectations over
our 8,000 training trajectories according to the equations in
Section 3. Finally we chose |Q!| = 5 as the dimension of
our TPSR, the smallest dimension that was able to produce
high-quality policies (see Section 5.4).

5.3. Qualitative evaluation

Having learned the parameters of the TPSR according to the
algorithm in Section 3, we can use the model for prediction,

filtering, and planning in the autonomous robot domain. We
first evaluated the model qualitatively by projecting the sets
of histories in the training data onto the learned TPSR state
space: !UT!H

1:w. We colored each data point according to the
average of the red, green, and blue components of the high-
est probability observation following the projected history.
The features of the low-dimensional embedding clearly cap-
ture the topology of the major features of the robot’s visual
environment (Figure 2(C)–(D)), and continuous paths in the
environment translate into continuous paths in the latent
space (Figure 2(F)). For example, positions near different
walls are mapped to different ‘spines’ in the star-shaped
embedding of the state space (Figure 2(C)).

5.4. Planning in the learned model

To test the quality of the learned model, we set up a naviga-
tion problem where the robot was required to plan to reach
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Sensory-motor coordination: The metaphor and beyond 
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Abstract 

Any agent in the real world has to be able to make distinctions between different types of objects, i.e. it must have the 
competence of categorization. In mobile agents, there is a large variation in proximal sensory stimulation originating from 
the same object. Therefore, categorization behavior is hard to achieve, and the successes in the past in solving this problem 
have been limited. In this paper it is proposed that the problem of categorization in the real world is significantly simplified if 
it is viewed as one of sensory-motor coordination, rather than one of information processing happening "on the input side". 
A series of models are presented to illustrate the approach. It is concluded that we should consider replacing the metaphor of 
information processing for intelligent systems by the one of sensory-motor coordination. However, the principle of sensory- 
motor coordination is more than a metaphor. It offers concrete mechanisms for putting agents to work in the real world. These 
ideas are illustrated with a series of experiments. 

Keywords: Sensory-motor coordination; Categorization; Autonomous agents; Learning 

1. Introduction 

The field of  "New Artificial Intelligence" ("New 
AI"), which includes the approach of  "real-world au- 
tonomous agents", promises to shed new light onto 
hard problems in the study of  intelligence. One core 
assumption of  this approach is that intelligence must 
be studied in the context of  system-environment in- 
teraction. The concept of  sensory-motor coordination 
presented in this pape:r is an attempt to apply the New 
AI perspective to the problem of categorization by 
capitalizing on the system-environment interaction. 

What do we mean by categorization? In most text- 
books categorization is defined in terms of mappings 
of  sensory stimulation onto internal representations 
(e.g. category nodes). Many psychological models of  
categorization, for example, consist of  an input layer 

* Corresponding author. E-mail pfeifer@ifi.unizh.ch. 

that codes the object features and an output layer that 
represents the categories (e.g. [ 13]). Typically, the goal 
is to learn - via supervised learning schemes such as 
the delta rule - an association or mapping between ac- 
tivations in the input layer and the corresponding acti- 
vations in the category layer. The same principle also 
underlies more elaborated models such as ALCOVE 
(e.g. [15]) where in addition to an input and an out- 
put layer a hidden layer is used. Postulating internal 
representations, however, has been shown to lead to 
many conceptual problems (e.g. [5]). Thus, in this pa- 
per we want to define categorization in purely behav- 
ioral terms. 

Let us take an example. We observe an infant pick- 
ing apples from a table, while leaving the newspapers. 
We say that his behavior is based on a category that 
we might want to call "apple". Note that this is an at- 
tribution made to the infant by an observer. Moreover, 
it is an attribute of  the infant as a whole, not of  one 

0921-8890/97/$17.00 © 1997 Elsevier Science B.V. All rights reserved 
PII S0921-8890(96)00070 
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๏ Sensory-motor coordination serves the following purposes:

• provides the basis for physical control over objects

• sensory and motor processes are integral parts of perception

• induces correlations, reducing dimensionality of sensorimotor 
space

• allows for the integration of different sensory modalities

• enables learning and mastering sensory-motor coordination
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Fig. 9. Details of the SMC II architecture. There is a visual and a haptic system. Each system consists of sensory sheets, an attentional 
map, and a feature map. There is a learned crossmodal interaction via reentrant connections between the haptic and visual feature 
map. The visual attentional sensory-motor loop is highlighted on the right. 

learning is that relevant objects enhance activity in the 
attentional loop while it is not sustained in the case 
of uninteresting objects (in which case the object is 
ignored). Thus, there is no explicit avoidance or ap- 
proach behavior linked to the feature maps. Instead, 
whether the agent approaches or avoids an object is 
the result of how the feature maps modulate the at- 
tentional sensory-motor loops depending on the kind 
of object encountered. Just as in SMC I value signals 
modulate the learning process. The value map receives 
input from the conductivity sensor and the gripper pro- 
prioceptors. The basic motivation behind these con- 

nections is that the robot should learn only when it 
explores an object. Activity in the value map acts like 
a gating function and is used as a reinforcement sig- 
nal for the synaptic modifications between the feature 
maps. 

Note that categorization in SMC II includes the 
agent as a whole, it is not a subsystem of some sort. 
Rather, the feature maps are tightly coupled to the at- 
tention maps which in turn form sensory-motor loops 
via their connections to the motor system. Thus, cat- 
egorization is distributed over all these areas and can- 
not be seperated out of the system. In this respect, the 
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Fig. 8. Overview of  the SMC II architecture (the shaded area is explained in more detail in Fig. 9). 

features become mor~ distinct and, depending on the 
learned categorization, the robot will either reinforce 
the current sensory-motor coordination or it will not 
be sustained. In the latter case, the robot simply ig- 
nores the object. 

3.5.2. Ecological niche and tasks 
The SMC II model was again implemented on a 

Khepera TM robot. As before, the task of the robot is to 
collect objects and to bring them to a home base. The 
objects were cylindrical and all of the same size. They 
were either conductive or non-conductive. The con- 
ductive objects had a strongly textured surface while 
the non-conductive ones had a white or only slightly 
textured surface. The, robot's task was to collect the 
conductive objects. 

3.5.3. Architecture 
The control architecture of SMC II is again based 

on the EBA. In SMC II the various processes that 
implement object-related behavior (i.e. grasp-object, 
push-object, and turn-away) are replaced by two new 
processes: haptic and visual exploration (Fig. 8). An 
overview of the haptic and visual exploration pro- 
cesses is shown in Fig. 9. This part of the model con- 

sists of a total of about 2000 units and 140000 con- 
nections. The main ideas are as follows. We exploit the 
fact that the agent can interact with its environment in 
two ways: First, there are attentional sensory-motor 
loops which are directly coupled to the ann, gripper 
and wheel motors (i.e. the effectors of the robot). As 
a result the agent moves its body and the arm into a 
position where it can explore the object. Second, both 
haptic and visual data which result from the explo- 
ration process are used for learning and categorizing 
objects. As shown in Fig. 8, in both systems there are 
sensory maps that are connected to feature maps. Fea- 
ture maps respond to properties of objects such as tex- 
ture (visual) or conductivity (haptic). The interaction 
between the two modalities is implemented via mod- 
ifiable weights between these feature maps. The cor- 
relation of signals of the haptic and the visual feature 
maps by these reentrant connections forms the basic 
mechanism of categorization (provided that it is ap- 
propriately embedded into a sensory-motor system). 
A fundamental property of SMC II is that the feature 
maps are connected via modifiable feedback connec- 
tions to the attention maps. The main idea is to link 
the correlated activity in the feature maps to the at- 
tentional Sensory-motor loop. In essence, the result of 

๏ task: collect objects 
and bring them home

๏ distinguish between 
conductive/non-
conductive objects 
having same size but 
different visual 
appearance
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Fig. 10. Details of the SMC II architecture. A typical trajectory of the robot initially (left) and after it had encountered 10 objects 
of each type (right). 

term "classification couple" used by Edelman to des- 
ignate the reentrantly coupled feature maps is some- 
what misleading. 

3.6. Experiments 

3.6.1. Learning performance 
The behavior of the robot as it moves around in 

the environment and explores objects is shown in 
Fig. 10. The trajectolfes were recorded with a video 
camera and then hand traced. Fig. 10(left) shows a 
typical trajectory at ~te beginning of a trial. White and 
shaded circles indicate non-conductive/non-textured 
and conductive/textured objects, respectively. It can 
be seen that there is no distinct behavior for the two 
types of objects. Rather the robot approaches all ob- 
jects and explores them. Fig. 10(right) shows a typical 
trajectory after the robot has encountered 10 objects 
of each type. Two main results can be taken from the 
traces in Fig. 10. 

First the robot has stopped exploring both types 
of objects because the behavior is now governed by 
the dynamics of the coupled feature maps. Second, 
the robot "ignores" non-conductive objects while it 
grasps conductive ones (without first exploring them). 
We use the term "ignoring" instead of "avoidance" to 
indicate that there is no seperate avoidance module. 
Rather, avoiding is acihieved by not sustaining the acti- 
vation in the attentional sensory-motor loop. In order 
to quantify this learning process the number of non- 
conductive objects explored and ignored was recorded 
for 20 trials. Each trial ended when the robot had en- 

countered 40 non-conductive objects. Fig. 11 shows 
the cumulative number of non-conductive objects the 
robot explored and ignored, averaged over all 20 trials. 

At the beginning of the trials the agent always ex- 
plored non-conductive objects. After it had explored 
around six objects it started to ignore them. Since 
the weights had not been sufficiently evolved it still 
explored some of the objects. After having encoun- 
tered around 12 non-conductive objects the robot only 
explored non-conductive objects because of errors in 
the sensory readings. A detailed analysis of the inter- 
nal dynamics underlying this learning process can be 
found in [26]. 

3.6.2. Discussion 
We now relate SMC II back to the functions of 

sensory-motor coordination outlined in Section 1. For 
reasons of space we only discuss three of them. First, 
a foveation mechanism is used to focus the fovea on 
interesting regions in the environment. The sensory- 
motor coordination here is a reflex based on the fovea 
and the (simulated) "eye muscles". It leads to a sig- 
nificant decrease of the number of degrees of free- 
dom in the visual space because only the foveated 
part of the image has to be considered. This illustrates 
the information-theoretic aspect of sensory-motor co- 
ordination (3). Second, so-called attentional sensory- 
motor loops are used. The visual attention loop causes 
the robot to orient and move towards objects while the 
haptic attentional loop results in focussing of the ob- 
ject: the robot moves its body in such a way that the 
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Abstract— When building autonomous robotic agents, design-
ers almost always make assumptions about how the control
system relates sensory information to motor actions, in order
to provide the agent with a set of basic behaviors. This raises
the question of how arbitrary these assumptions are, and to
what extent the introduced biases reduce the potential for the
generation of new behaviors arising from interaction with the
environment. In this paper, we propose a new model of robot
control architecture, consisting merely of homogeneous, non-
hierarchical sensorimotor coupling. We show that a robot using
this model can display coherent complex behaviors which emerge
from the agent-environment interaction, such as tracking an
object, or solving a task based on the temporal relationship
between an early clue and a delayed reward.

Index Terms— sensorimotor coordination, autonomous agents,
emergent behaviors

I. INTRODUCTION

It is obvious that the way an autonomous agent perceives
its environment depends on how the agent interacts with
the environment. More specifically, the information which an
agent can extract from its sensory data is closely related to the
motor actions it performs. Recognizing the importance for a
situated agent to extract relevant information from its sensory
data immediately raises the question about how adequate a
given set of motor actions actually is.

For example, designers almost always provide the control
system of autonomous robotic agents with a set of basic
behaviors: these can be unconditioned reflexes [1], basic
modules or layers achieving incrementally complex tasks [2],
or even a general hierarchy in the the structure of the control
architecture [3]. It is not clear how arbitrary the assumptions
made by the designer about how the external world is
perceived by the situated agent actually are. For instance, in
most architectures designed for navigation, it is assumed that
obstacle avoidance is one of these basic behaviors. However,
it has been shown that obstacle avoidance can emerge from a
homing process [4], [5], which demonstrates the arbitrariness
of these design choices: homing may in fact be more basic
than obstacle avoidance.

Moreover, it is largely unknown to what extent the biases
introduced by these design assumptions may reduce the diver-
sity of possible emergent behaviors (i.e. behaviors emerging
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Fig. 1. General structure of the presented model architecture. Each pair
of sensory or motor modalities is fully connected by synaptic coupling
(represented symbolically by the dotted lines).

from the agent-environment interaction which are not explic-
itly programmed into the system), commonly accepted as
important prerequisite for “intelligent” systems [6], [7]. For
instance, Kuniyoshi et al. [8] showed that a robot can acquire
a repertoire of explorative behaviors without any predefined
behavioral primitives, by exploiting the physical properties of
the body and the environment.

The main objective of the research presented in this pa-
per is to demonstrate that an agent controlled by a sim-
ple architecture model consisting merely of homogeneous
sensorimotor coupling, can have the potential of displaying
several emergent and complex behaviors. This model makes
no assumption about any hierarchical control structure, or
how sensory information is related to motor actions. It only
captures the correlations between simultaneous activities in
any pair of sensory or motor modalities, and uses these
same correlations to allow activity to propagate between
the different modalities. The activity thus induced in the
motor modalities will generate actions, leading to observable
behaviors of the agent.

In this paper, we will investigate the behaviors of a robot
using this model, engaged in two different situations and
discuss how the observed behaviors can be related to the
emergence of cognitive concepts such as goal, prediction or
memory.

II. MODEL

The idea of the model presented in this paper is to find
the simplest possible control architecture for an autonomous
agent that has the potential of generating coherent and
complex behavior. As pointed out by Pfeifer et al. [9],
sensorimotor coordination seems to be essential for a situated
agent, on the one hand to capture the relevant dynamics of the
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Fig. 2. Implementation of the model at the neural level for any sensory or
motor modality. See text for details.

agent-environment interaction, on the other hand to acquire
the ability of generating emergent behavior.

More specifically, our model aims at implementing a
systematic way of coupling indifferently any pair of sensor
or motor modalities, as illustrated by Figure 1. The model
is therefore, in contrast to the vast majority of existing
robot control architectures, homogenous: no distinction is
made between sensors and motors; moreover, there is no
hierarchical structure which could bias how the external world
is perceived by the robot.

A network of synaptic couplings is used to couple any
pair of sensory or motor modalities. Its role is twofold: first,
to learn the correlation between the respective activities (by
Hebbian learning); second, to allow activity to propagate
between any pair of modality.

Note that agent-environment interaction is intrinsically dy-
namic. For example, there is obviously no correlation between
a given motor state – such as moving forward – and camera
image, whereas there is a definite correlation with visual
flow. We therefore include, in each modality, a population of
units whose activity reflects the change of the corresponding
state, in addition to a population of units indicating the
current state of the sensor or motor. For instance, the visual
modality consists of a first population of neurons indicating
the brightness of each pixel of the camera image, as well as
another population of neurons reflecting the visual flow of the
camera image.

Unfortunately, implementing such a model on a real robot
will immediately demonstrate that positive feedback through
interaction with the environment cannot be avoided1.

Taking into account the above considerations, we propose
the following structure, illustrated in Figure 2, which will
be used in our experiments: each modality is augmented by
a pair of two neuron populations (called arbitrarily “virtual
state” and “virtual state change”), which provide a parallel
pathway for the propagation of activity. The first pair of
populations (current state and state change) reflects the actual
sensor or motor, and are used to modify the synaptic weights

1For example, a motor state corresponding to the robot turning in one
direction will be correlated to a uniform visual flow in the opposite direction;
if the robot starts turning, a visual flow will be produced, which in turn will
feed back to the motor state, inducing an ever increasing turning speed of
the robot.
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Fig. 3. The robot, consisting of an omnidirectional camera (A) and artificial
whisker sensors (B) mounted on a mobile Khepera platform (C).

of the connections from and to other modalities. The synaptic
propagation of activity only takes place within the newly
added pairs of neuron populations, flowing from the “virtual
state change” of one modality into the “virtual state” of
another modality.

More specifically, connections are systematically drawn
between each two sensor or motor modalities. The corre-
sponding synaptic weights are modified according to a simple
Hebbian learning rule, using the activity of the state change
population of the first modality and the activity of the current
state population of the second modality. Activity propagates
through the same synapses, flowing from the virtual state
change of the first modality into the virtual state of the second
modality. A detailed mathematical description of the model
is provided in the appendix.

III. FIRST EXPERIMENT

A. Description

The robot used for this paper (see Figure 3) is a Khepera-
based mobile platform equipped with an omnidirectional
camera and artificial active whisker arrays used as tactile
sensors [10]. The control architecture of the robot includes
for this experiment three modalities:

1) Tactile modality: The current tactile state is represented
by a single2 neuron whose binary activity indicates whether
any whisker placed in the front of the robot is in contact with
an object3.

2) Visual modality: The current visual state is represented
by an array of 100×50 neurons, whose activities correspond
to the grayscale pixel values of the panoramic image extracted
from the camera; two additional arrays of neurons represent
the visual state change, namely the horizontal and vertical
components of the visual flow computed at each pixel4.

3) Motor modality: The current motor state consists of
two neurons, corresponding respectively to the forward and
turning speeds of the robot.

2For the sake of clarity and simplicity, only one tactile neuron is used in
this initial experiment.

3The whiskers are constantly swept back and forth, so that a contact is
detected whenever the low-pass filtered input signal of a whisker is above a
given threshold.

4The visual flow is defined as the ratio of intensity change of one pixel over
the gradient of neighboring pixel intensity along the corresponding direction.
If the absolute value of the gradient is below a given threshold, the flow is
set to zero.

Emergence of Delayed Reward Learning
from Sensorimotor Coordination∗

Simon Bovet and Rolf Pfeifer
Artificial Intelligence Laboratory
University of Zurich, Switzerland

{bovet,pfeifer}@ifi.unizh.ch

Abstract— When building autonomous robotic agents, design-
ers almost always make assumptions about how the control
system relates sensory information to motor actions, in order
to provide the agent with a set of basic behaviors. This raises
the question of how arbitrary these assumptions are, and to
what extent the introduced biases reduce the potential for the
generation of new behaviors arising from interaction with the
environment. In this paper, we propose a new model of robot
control architecture, consisting merely of homogeneous, non-
hierarchical sensorimotor coupling. We show that a robot using
this model can display coherent complex behaviors which emerge
from the agent-environment interaction, such as tracking an
object, or solving a task based on the temporal relationship
between an early clue and a delayed reward.
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I. INTRODUCTION

It is obvious that the way an autonomous agent perceives
its environment depends on how the agent interacts with
the environment. More specifically, the information which an
agent can extract from its sensory data is closely related to the
motor actions it performs. Recognizing the importance for a
situated agent to extract relevant information from its sensory
data immediately raises the question about how adequate a
given set of motor actions actually is.

For example, designers almost always provide the control
system of autonomous robotic agents with a set of basic
behaviors: these can be unconditioned reflexes [1], basic
modules or layers achieving incrementally complex tasks [2],
or even a general hierarchy in the the structure of the control
architecture [3]. It is not clear how arbitrary the assumptions
made by the designer about how the external world is
perceived by the situated agent actually are. For instance, in
most architectures designed for navigation, it is assumed that
obstacle avoidance is one of these basic behaviors. However,
it has been shown that obstacle avoidance can emerge from a
homing process [4], [5], which demonstrates the arbitrariness
of these design choices: homing may in fact be more basic
than obstacle avoidance.

Moreover, it is largely unknown to what extent the biases
introduced by these design assumptions may reduce the diver-
sity of possible emergent behaviors (i.e. behaviors emerging
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Fig. 1. General structure of the presented model architecture. Each pair
of sensory or motor modalities is fully connected by synaptic coupling
(represented symbolically by the dotted lines).

from the agent-environment interaction which are not explic-
itly programmed into the system), commonly accepted as
important prerequisite for “intelligent” systems [6], [7]. For
instance, Kuniyoshi et al. [8] showed that a robot can acquire
a repertoire of explorative behaviors without any predefined
behavioral primitives, by exploiting the physical properties of
the body and the environment.

The main objective of the research presented in this pa-
per is to demonstrate that an agent controlled by a sim-
ple architecture model consisting merely of homogeneous
sensorimotor coupling, can have the potential of displaying
several emergent and complex behaviors. This model makes
no assumption about any hierarchical control structure, or
how sensory information is related to motor actions. It only
captures the correlations between simultaneous activities in
any pair of sensory or motor modalities, and uses these
same correlations to allow activity to propagate between
the different modalities. The activity thus induced in the
motor modalities will generate actions, leading to observable
behaviors of the agent.

In this paper, we will investigate the behaviors of a robot
using this model, engaged in two different situations and
discuss how the observed behaviors can be related to the
emergence of cognitive concepts such as goal, prediction or
memory.

II. MODEL

The idea of the model presented in this paper is to find
the simplest possible control architecture for an autonomous
agent that has the potential of generating coherent and
complex behavior. As pointed out by Pfeifer et al. [9],
sensorimotor coordination seems to be essential for a situated
agent, on the one hand to capture the relevant dynamics of the
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agent-environment interaction, on the other hand to acquire
the ability of generating emergent behavior.

More specifically, our model aims at implementing a
systematic way of coupling indifferently any pair of sensor
or motor modalities, as illustrated by Figure 1. The model
is therefore, in contrast to the vast majority of existing
robot control architectures, homogenous: no distinction is
made between sensors and motors; moreover, there is no
hierarchical structure which could bias how the external world
is perceived by the robot.

A network of synaptic couplings is used to couple any
pair of sensory or motor modalities. Its role is twofold: first,
to learn the correlation between the respective activities (by
Hebbian learning); second, to allow activity to propagate
between any pair of modality.

Note that agent-environment interaction is intrinsically dy-
namic. For example, there is obviously no correlation between
a given motor state – such as moving forward – and camera
image, whereas there is a definite correlation with visual
flow. We therefore include, in each modality, a population of
units whose activity reflects the change of the corresponding
state, in addition to a population of units indicating the
current state of the sensor or motor. For instance, the visual
modality consists of a first population of neurons indicating
the brightness of each pixel of the camera image, as well as
another population of neurons reflecting the visual flow of the
camera image.

Unfortunately, implementing such a model on a real robot
will immediately demonstrate that positive feedback through
interaction with the environment cannot be avoided1.

Taking into account the above considerations, we propose
the following structure, illustrated in Figure 2, which will
be used in our experiments: each modality is augmented by
a pair of two neuron populations (called arbitrarily “virtual
state” and “virtual state change”), which provide a parallel
pathway for the propagation of activity. The first pair of
populations (current state and state change) reflects the actual
sensor or motor, and are used to modify the synaptic weights

1For example, a motor state corresponding to the robot turning in one
direction will be correlated to a uniform visual flow in the opposite direction;
if the robot starts turning, a visual flow will be produced, which in turn will
feed back to the motor state, inducing an ever increasing turning speed of
the robot.
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Fig. 3. The robot, consisting of an omnidirectional camera (A) and artificial
whisker sensors (B) mounted on a mobile Khepera platform (C).

of the connections from and to other modalities. The synaptic
propagation of activity only takes place within the newly
added pairs of neuron populations, flowing from the “virtual
state change” of one modality into the “virtual state” of
another modality.

More specifically, connections are systematically drawn
between each two sensor or motor modalities. The corre-
sponding synaptic weights are modified according to a simple
Hebbian learning rule, using the activity of the state change
population of the first modality and the activity of the current
state population of the second modality. Activity propagates
through the same synapses, flowing from the virtual state
change of the first modality into the virtual state of the second
modality. A detailed mathematical description of the model
is provided in the appendix.

III. FIRST EXPERIMENT

A. Description

The robot used for this paper (see Figure 3) is a Khepera-
based mobile platform equipped with an omnidirectional
camera and artificial active whisker arrays used as tactile
sensors [10]. The control architecture of the robot includes
for this experiment three modalities:

1) Tactile modality: The current tactile state is represented
by a single2 neuron whose binary activity indicates whether
any whisker placed in the front of the robot is in contact with
an object3.

2) Visual modality: The current visual state is represented
by an array of 100×50 neurons, whose activities correspond
to the grayscale pixel values of the panoramic image extracted
from the camera; two additional arrays of neurons represent
the visual state change, namely the horizontal and vertical
components of the visual flow computed at each pixel4.

3) Motor modality: The current motor state consists of
two neurons, corresponding respectively to the forward and
turning speeds of the robot.

2For the sake of clarity and simplicity, only one tactile neuron is used in
this initial experiment.

3The whiskers are constantly swept back and forth, so that a contact is
detected whenever the low-pass filtered input signal of a whisker is above a
given threshold.

4The visual flow is defined as the ratio of intensity change of one pixel over
the gradient of neighboring pixel intensity along the corresponding direction.
If the absolute value of the gradient is below a given threshold, the flow is
set to zero.



๏ Tactile clue (small circle)

๏ No memory, still the robot learns a delayed reward

๏ Solution: it relies on the correlation with the visual domain 
(colored walls)
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Fig. 8. Different T-maze experimental setups, the robot shown at its initial
position and the arrow indicating the tactile clue.

robot by an external agent (such as a human). This means
that the agent is in fact able to display a behavior it never
have produced before, i.e. approaching an object to touch it.

In other words, the agent does not need to learn an
explicit correlation between tactile activity and a meaningful
corresponding action, such as tracking an object. It is the
interaction with the environment which triggers the right
behavior.

IV. SECOND EXPERIMENT

A. Description

The goal of this second experiment is to investigate the
behaviors that emerge when a robot, using the control ar-
chitecture presented so far, is engaged in a presumably
more complex task, such as associating an early clue with
a temporally delayed reward.

The agent is initially positioned in the central arm of a
T-shaped maze (see Figure 8). A tactile clue is placed at
the entrance of the central arm, on the same side as the
reward, which is delivered if the agent attains the end of
the corresponding arm. Accordingly, the agent receives a
punishment5 if it reaches the end of the opposite arm. The
experiment is repeated several times, the side of the reward
(and as a matter of course the tactile clue) being periodically
reassigned either to the left or to the right.

It is widely believed that the agent, in order to “solve”
the task (i.e. to learn to turn into the arm indicated by the
tactile clue so as to receive the reward), must be able to relate
clue and reward, and is therefore required to possess some
form of “memory” that somehow preserves information about
the tactile clue until the reward is received [11]–[13]. This
experiment will show that it is not the case.

The robot used in this experiment disposes of different
modalities: two tactile sensors on each side of the body
(detecting the presence of a clue on either side), infrared
proximity sensors, color vision, a “reward” sensor (whose
value will respectively increase or decrease whenever reward
or punishment is received), as well as one motor state
indicating the steering angle of the robot.

During an initial phase, the robot is randomly driven across
an empty maze with no tactile clue nor reward signal. After
that, the tactile clue and reward delivery system is added to

5Note that the terms reward and punishment are used here arbitrarily:
they may for instance correspond to a dedicated positive or negative sensory
signal, an increase or decrease of battery level, etc.

1 2 3 4

*

5 6

7 8 9 10

*

11 12

13 14 15 16

*

17 18

19 20 21 22

*

23 24

25 26 27 28 29 30

31 32 33 34 35 36

37 38 39 40 41 42

43 44 45 46 47 48

(a)

1 2 3 4

*

5 6

7 8 9 10 11 12

13 14 15 16 17 18

(b)

1

*

2 3 4

*

5 6

7

*

8 9 10

*

11 12

13 14 15 16 17 18

19 20 21 22 23 24

(c)

Fig. 9. Trajectories of the robot recorded from an overhead camera in the
first successive trials of three runs performed in each maze configuration
shown in Figure 8. The position of the tactile clue (circle) is changed after
each third trial. The trials where the robot failed to turn in the correct arm
are marked with asterisks.

the environment, and the robot is let to move on its own,
the activity of the neuron corresponding to the virtual reward
state being kept to a fixed positive level.

B. Results
Results were obtained by conducting the described exper-

iment in the three different environments shown in Figure 8.
The trajectories of the robot were recorded for each trial
from an overhead camera and are displayed in Figure 9. The
position of the clue and the reward was changed after every
third trial.

The results are quite striking. The robot could not learn any
correlation between the tactile clue and the reward signal,
since Hebbian learning only captures correlation between
simultaneous activities. Nevertheless, the robot is able to
“solve” the task, i.e. to learn to turn to the side indicated
by the tactile clue.

What actually happens is that the robot relies on a modality
which at first sight seems superfluous – in our case: vision. Let
us consider two successive trials where the reward is placed
on the same side, say without loss of generality on the left. For
the sake of simplicity, let us also consider the configuration
of Figure 8(a). If the agent succeeds in the first trial, it will
momentarily learn a correlation between an increase of reward
signal and the image of the colored wall on the right part of its
visual field. During the next trial, this image will be projected
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Fig. 10. Simulation results. Each run is indicated by a dot, the abscissa
indicating the probability at which the clue and reward are reassigned after
each trial, the ordinate giving the success rate averaged over 1000 successive
trials. The clue is placed on the same side as the reward in (a) and (c), on
the opposite side in (b) and (d). The vision used in (a) and (b) is replaced
by temperature sensors in (c) and (d). The solid curves indicate the mean
success rate. The dotted lines indicate the maximum possible success rate
for strategies ignoring the tactile clue.

into the visual modality. When the agent is facing the colored
wall, a visual flow in the right direction will be elicited, thus
inducing (because of the correlation learned during the initial
phase between visual flow and motor activity) a turn of the
robot to the left (see Figure 11(a)). The reverse holds too: the
robot would also turn to the left in the second trial if the robot
failed in the first trial. This shows that the static sensory input
(the image of the environment) actually biases the probability
of correct behavior if the reward is placed consecutively on
the same side6.

The reason why the robot eventually learns to turn in the
correct direction is that it can then capture the emergent
correlation between the change of sensory input (tactile clue
on one side) and the simultaneous motor activity (correspond-
ing turning behavior). The neuronal activity induced by a
tactile sensory input will therefore propagate to the motor
modality, inducing a turn motion of the robot in the correct
direction. Another reason explaining the learned behavior can
be ascribed to the correlation learned between tactile input
change and visual image (see Figure 12): the activity induced
by a tactile sensory input on the left will propagate to the
visual modality and project the contour of the colored wall
shifted to the right, and vice versa. When the robot is facing
the colored wall, this activity will propagate to the motor
modality (as in the first experiment) inducing a turn motion
of the robot again in the correct direction (see Figure 11(b)).

In order to investigate the robustness of the model, experi-
ments were performed in simulation under varying conditions.
First, the side of the clue and the reward was reassigned after
each trial with a probability ranging from 0% to 100%. Also,

6As a matter of fact, the situation where the reward is placed consecutively
on the same side will always occur, even in the case where the side of the
reward is randomly reassigned after each trial.
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Fig. 11. Schematic illustration of the propagation of activity inducing a
motor action. See text for details.
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Fig. 12. Visual images correlated to a change in (a) left and (b) right tactile
sensory input. These images represent the state of the synaptic weights at
the end of the run shown in Figure 9(a).

the task was repeated with the tactile clue placed on the
side opposite to the reward. Finally, the vision system was
replaced by a set of temperature sensors placed on the front
side of the agent, with a uniform temperature gradient across
the environment. The results are shown in Figure 10.

C. Discussion

This set of experiment shows how an agent, learning only
coinstantaneous correlations, can behave exactly as if it would
have captured the temporal relationship between a clue and
a delayed reward. This also demonstrates that one should
not underestimate the role of “neutral” sensory input, which
obviously cannot be excluded when conducting an experiment
in the real world.

This experiment also demonstrates that “sensory memory”
does not need to be explicitly wired into the neural structure
of the control architecture. Memory, according to Ashby [14],
is a theoretical construct that is attributed to an agent by an
observer whenever certain events influence the behavior of
an agent at a later point in time, without implying anything
whatsoever about the underlying mechanism. In the case of
our T-maze agent, memory seems to be – at least partly –
offloaded into the environment.

More specifically, the synaptic weights between reward and
visual modality, together with some constant structure of the
environment (e.g. the fact that, apart from the clue, nothing
else change between two successive trials), seems to play a
role similar to what an external observer could attribute to
“short-term memory”: they influence the behavior of the robot
during the next trial – i.e. the effect can only be observed
on a short time scale. The long-time scale effect, which
an observer could attribute to “long-term memory”, arises
from the structure in the sensorimotor coupling emerging
from the agent-environment interaction, namely the corre-
lation between tactile stimulation and either motor state or
visual state, as captured by the synaptic coupling between the
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What is available to developmental programs in autonomous mental development, and
what should be learned at the very early stages of mental development? Our observation
is that sensory and motor primitives are the most basic components present at the begin-
ning, and what developmental agents need to learn from these resources is what their
internal sensory states stand for. In this paper, we investigate the question in the con-
text of a simple biologically motivated visuomotor agent. We observe and acknowledge,
as many other researchers do, that action plays a key role in providing content to the
sensory state. We propose a simple, yet powerful learning criterion, that of invariance,
where invariance simply means that the internal state does not change over time. We
show that after reinforcement learning based on the invariance criterion, the property
of action sequence based on an internal sensory state accurately reflects the property of
the stimulus that triggered that internal state. That way, the meaning of the internal
sensory state can be firmly grounded on the property of that particular action sequence.
We expect the framing of the problem and the proposed solution presented in this paper
to help shed new light on autonomous understanding in developmental agents such as
humanoid robots.

Keywords: Grounding; semantics; sensorimotor learning; neural encoding/decoding.

1. Introduction

In the emerging field of autonomous mental development (AMD),1 and in develop-
mental robotics in general,2 incremental learning is a central issue. In incremental
learning, new skills need to be acquired based on acquired skills. One question
that arises here is, what forms the minimal basis upon which further learning can
bootstrap from? In traditional approaches, domain specific, task specific learning
algorithms are used, so new skill acquisition may not be possible at all. In con-
trast, under AMD (and in developmental robotics), the sensorimotor apparatus
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๏ learning criterion: invariance, internal state does not change over 
time

๏ set of all possible (discrete) orientations constitutes the set of 
sensory states
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Fig. 2. A sensorimotor agent. An illustration of a simple sensorimotor agent is shown. The agent
has a limited visual field where part of the input from the environment (I) is projected. A set of
orientation-tuned units f (sensory primitives) receive that input and transform it to generate a
pattern of activity in the sensory array s (black marks active). In the example shown here, the
45! unit is turned on by the input. Based on the sensory array pattern, a mapping ! to motor
action vector a is determined, resulting in the movement of the visual field in that direction, and
then a new input is projected to the agent. Note that the agent is assumed to be aware of only its
internal sensory state s, thus it has no knowledge of I, nor that of f . (Adapted from Ref. 23.)

action tend to keep the sensory activity pattern to remain unchanged (i.e. invariant)
during on-going movement, and the property of that action exactly reflects the
property of the sensory stimulus. Note that by invariant, we simply mean that
the internal state is unchanging. So, it should not be confused with other uses of
the word invariant, as in translation, rotation, and scaling invariance in perceptual
invariance.

For example, consider the state of the agent as shown in Fig. 3, where a
45! input is presented, and the corresponding sensor is activated in the sensory
array. Now imagine we move the visual field according to the motor action vec-
tor sequence !,!,!,",",", which corresponds to a back-and-forth movement
along the 45! diagonal (along the slanted input). Such an action will keep only
the 45! sensor turned on during the motor act, i.e. the sensory array will stay
invariant over time. We can see that this motion, generated while trying to keep
the sensor array unchanged, has led the agent to perform an act, the property
of which reflects that of the stimulus. Thus, we are led to conclude that associ-
ating sensory spikes with this kind of sensory-invariance driven action itself can
potentially serve as the meaning for each sensory neuron. That is, there is a cor-
respondence between (i) the property of the stimulus I triggering a particular sen-
sory state s, and (ii) the property of the action a that maintains invariance in the
sensory state s. Thus, a behaviorally meaningful content (the action itself) can
be attached to each encoded sensory state, providing a solution to the problem
in Fig. 1(b).
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Fig. 3. Invariance in internal state during gaze movement. The internal state of the agent is shown
while it is traversing the diagonal input. The internal state does not change over time (i.e. it is
invariant) as its gaze moves, and we can observe that the property of the gaze movement (diagonal)
is congruent with the property of the input signaled by the internal state. (Adapted from Ref. 23.)

Note that the above scheme can be extended so that invariance is enforced in
a spatial pattern (for example, population activity in neurons) or a spatiotemporal
pattern, rather than invariance in a single sensory primitive. For example, a sequence
of complex actions that give rise to a temporally repeating pattern of activity on
the internal state, in which case the two can be correlated. Also, we must clarify
that we are not claiming that our approach applies to all sensory modalities. For
example, our approach may not work for sensory modalities such as olfaction or
taste, where the property of the stimulus (smell) does not easily map to a particular
kind of action that also has that kind of property. Certain actions can correlate with
stimulus intensity in olfaction or taste, but the associated actions themselves do not
possess discriminating characteristics for di!erent odors or tastes. However, our idea
can apply well in modalities such as touch. We will discuss more about these points
in the discussion section (Sec. 5).

Based on the above insight, we propose that understanding one’s own internal
state in terms of one’s own action is one (possibly among several) important prin-
ciple that developmental programs can abide by, and internal state invariance can
serve as a simple, yet powerful criterion for implementing the principle. To test the
insight developed in this section, we implemented a learning agent based on inter-
nal state invariance. The following sections describe the methods and experimental
results in detail.

3. Methods

Consider the agent described above (Fig. 2). First, we will describe how input
preprocessing was done, and then explain how sensory responses are generated.
Next, we define a simple learning rule based on our idea of sensory-invariance driven



SMCs as sensorimtor Invariances

๏ Reward function honors sensory state stability

๏ Reward function is learned by TD(!)

๏ Action selection is learned by Q-learning
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Fig. 6. Reward probability table. The reward probability function R(s, a) is shown. The rows
represent the sensory state (orientation), and the columns motion directions. In this example, four
sensory states and eight motion directions are shown. Under ideal conditions, one sensory state
would have two best motion directions [thus R(s, a) = 0.5 in the two diagonals]. (Adapted from
Ref. 23.)

Finally, based on the filter response r, a scalar value representing the sensory
state s was calculated as:

s = arg max
i=1,...,n

ri, (10)

where each value of s corresponds to a unique orientation ! = !(i " 1)"/n# for i =
1, . . . , n. In this way, given the current input I at the gaze location, s is determined
(s = f(I), in the agent: Fig. 2). The set of all possible s values constitutes the set
of sensory states S.

For each orientation, there were two matching directions of motion (Fig. 6). For
example, for ! of 0!, the two directions were 0! and 180!. Thus, the set of actions
A had 2n movement-direction vectors as members (for example, see Fig. 2):

A =
!

(d cos(!), d sin(!))
"""" ! =

(i " 1)"
n

, for i = 1, . . . , 2n

#
, (11)

where d is the distance of each movement (fixed to a value of 7), ! the direc-
tion of motion, and n the number of orientation filters. Execution of each action
vector (ax, ay) $ A directs the agent’s gaze from the current location (x, y) to
(x + ax, y + ay).

3.3. Learning algorithm

Given a particular sensory state st at time t, taking an action at takes the agent
into sensory state st+1. The state transition depends on the particular edge feature
in the visual scene, thus it is probabilistic. The reward is simply the degree of
sensory-invariance achieved across states st and st+1. Let us call this immediate
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4.1. Training and testing on synthetic input

The first experiment was conducted on a synthetic input with regular straight-
line features (Fig. 4). For this experiment, we used four filters (n = 4) to match the
number of main orientation features in the input image. Consequently, we used eight
corresponding motion directions. All other parameters were the same as given in the
previous section (Sec. 3). The learning algorithm was executed for 200,000 iterations,
during which the reward probability function R(s, a) was gradually updated.

Figure 7 shows the initial, learned, and ideal R(s, a) functions. Initially, for each
state s, the R(s, a) values for di!erent a’s do not have a particular dominance over
others. However, after training, the R(s, a) values are maximized for the direction
of motion that exactly reflect the orientation of the input that triggered the sensory
state s. For example, for state 0!, the 0! and 180! directions have the highest R(s, a)
value. To emphasize, the important point here is that movement in the horizontal
direction based on such an R(s, a) value would have the same property as that of
the input giving rise to the sensory state s (i.e. both of them are oriented along the
0! axis). The results are close to the “ideal” case shown in the same figure.

For a measure of the performance, we calculated two quantities. First, we calcu-
lated the root mean-squared error in the reward probability function R(s, a) com-
pared to its ideal counterpart (Fig. 8). The error value from each iteration is plotted
in Fig. 8(a). The error gradually decreases until around 180,000 iterations when it
starts to level o!. Next, the running average of rt was calculated and plotted in
Fig. 8(b). The running average was calculated as follows:

µt = (1 ! !)rt + ! µt"1, (15)

where µ1 was initialized to r1, and the window-size parameter ! set to 0.999. For the
average reward, we can see that the slope quickly reaches a plateau around 10,000
iterations. Both measures show empirically that the algorithm reaches convergence.

(a) Initial. (b) Final. (c) Ideal.

Fig. 7. Reward probability function R(s, a) for each state. The reward probability function values
of the four possible sensory states (0!, 45!, 90!, and 135!) are shown. See Fig. 6 for plotting
conventions (black represents the minimum and white the maximum value). (a) Initially, the
rewards are randomly assigned for each direction of motion for each sensory state and normalized so
that the sum equals one. The plot shows a “typical” initial condition. (b) After the agent is trained,
the reward values become maximal for the movement along the orientations that correspond to
that of the input that gives rise to the sensory state. (c) The ideal case shows a diagonal structure,
as in Fig. 6.
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(a) Flowers. (b) Ducks. (c) Plant (d) Oleander.

Fig. 11. Natural images and initial preprocessing. Natural images (top row) and their DoG-filtered
versions (bottom row) used in the training simulations are shown. Each image was 640!480 in size,
and the DoG filter used to produce the bottom row was 15 ! 15 in size. The plotting conventions
are the same as Fig. 4. Photo credits: (a)–(c) were taken by Y. Choe, and (d) by James A. Bednar.

(a) Initial. (b) Ideal. (c) Flowers.

(d) Ducks. (e) Plant. (f) Oleander.

Fig. 12. Reward probability function R(s, a) for natural image inputs. The initial (a), ideal (b),
and the learned reward probability function R(s, a) are shown for the 4 natural-image inputs (c)–
(f). The plotting conventions are the same as Fig. 7. For the natural images, 8 orientation sensors
and 16 motion directions were used, thus 8 rows and 16 columns are shown. The learned motion
directions along which R(s, a) values are high closely match the orientation preference of their
corresponding sensory state.

reward, convergence to a stable value is slower (again, as expected), and the stable-
state reward is lower than that in the synthetic input experiment. Such a result
reflects the fact that in natural images invariance cannot be maintained for a very
long stretch of time. That is, even though there are many elongated edge features
in natural images, they are generally shorter than ideal situations where the edges
are very long and straight. The reward distributions (Fig. 15) are also comparable
to those from the synthetic input experiment. One distinguishing feature in the
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(a) Flowers. (b) Ducks.

(c) Plant. (d) Oleander.

Fig. 16. Gaze trajectory before and after training with natural images. The gaze trajectory of an
agent trained with natural images is shown for 2,000 steps each. The plotting conventions are the
same as that in Fig. 10. The results are comparable to those based on synthetic images (Fig. 10),
where the initial trajectories mostly resemble random walk, while final trajectories consist of longer
and straighter segments, aligned on the underlying image structure.
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Abstract

We show that simple perceptual competences can emerge from an internal simulation of action
effects and are thus grounded in behavior. A simulated agent learns to distinguish between dead ends
and corridors without the necessity to represent these concepts in the sensory domain. Initially, the
agent is only endowed with a simple value system and the means to extract low-level features from an
image. In the interaction with the environment, it acquires a visuo-tactile forward model that allows the
agent to predict how the visual input is changing under its movements, and whether movements will
lead to a collision. From short-term predictions based on the forward model, the agent learns an inverse
model. The inverse model in turn produces suggestions about which actions should be simulated in
long-term predictions, and long-term predictions eventually give rise to the perceptual ability.

Keywords: Cognitive architecture; Situated cognition; Computer simulation

1. Introduction

To illustrate the problem our brain is facing when interpreting sensory information, Dennett
(1978) asks the reader to imagine being locked in the windowless control room of a giant robot,
walls covered with lamps indicating the sensory state of the robot and with buttons connected
to its effectors. None of the lamps and buttons is labeled, but the operator nonetheless has
to make sense of the flickering lights and press the right buttons to bring the robot through
the day. Phrased like this, the task appears to be close to impossible, even if some lamps
would represent the results of a sophisticated perceptual analysis of sensory signals. So, how
can the brain learn to assign meaning to sensory signals, how can it “bootstrap its way to
understandings it was not born with” (Dennett, 1998, p. 73)? In this paper, we use a computer
simulation to exemplify a sensorimotor theory of cognition tackling this question. We will
return to the control room metaphor after outlining the assumptions of this theory.

Correspondence should be addressed to Ralf Möller, Computer Engineering Group, Faculty of Technology,
Bielefeld University, D-33594 Bielefeld, Germany. Web site: ti.uni-bielefeld



Cognition by Sensorimotor Simulation

๏ Environment: simulated blob world

๏ Task: distinguish a corridor from a dead end by looking at an 
arrangement of obstacles

๏ Approach: the agent simulates its interaction with the 
environment (in particular it not only analyzes the visual 
features in the image)
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the training and test of these models. How forward and inverse models are applied for the
internal simulation process is described in section 5. Section 6 demonstrates the perceptual
abilities arising from the internal simulation process for the task at hand. The implications of
the experiments are discussed in section 7.

2. Simulated agent and environment

The agent’s environment is an infinite horizontal plane on which cylindric obstacles are
standing; Fig. 1 (left) shows a top view. All obstacles are of the same height (0.5 units), but
have different diameters (varying from 0.5 to 0.9 units). To simplify the visual preprocessing,
all obstacles in a given environment are colored differently. The simulated agent has a round
body shape with a diameter of 1 unit. In a single step, it can either translate forward or
backward by 0.2 units, or turn left or right around its center by approximately 15.3!. When a
translatory movement would lead to a collision, it is not executed, but the collision sensor is
activated.

A panoramic camera is mounted in the center of the agent’s body in 1.5 units height above
the ground. The camera captures panoramic monochrome images (700 " 280 pixel) spanning
the full 360!; an example is shown in Fig. 1 (top right). The forward direction of the agent
corresponds to the horizontal center of the image. The camera position was deliberately set to
be higher than the obstacles so that the arrangement of all obstacles is fully represented in a
single camera image. The horizon is located at the upper margin of the image, the height of
the image was chosen such that even nearby obstacles are completely visible in the camera.

Fig. 1. Left: Example environment of the agent in top view. The agent is shown as a circle with the forward
direction indicated by a line. The ten cylindric obstacles are numbered to establish a link to the images on the right.
The area is 8 " 8 units wide. Top right: Panoramic image obtained from the agent’s camera in this situation. The
numbers correspond to the top view. Object outlines were added for clarity. Bottom right: Visual representation
derived from the panoramic image. A segmentation procedure extracts the bottom center point and the width of
each region (gray), visualized as black circles.



Cognition by Sensorimotor Simulation

๏ forward models:
• visual: image, movement ! next image
• tactile: image, movement ! collision

๏ inverse model: image, movement ! next movement

๏ prediction depth is 60 steps, then motor sequence is assessed
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Fig. 11. Interplay of forward models and inverse model in the internal simulation.

strategy for varying the first simulated sequence, i.e., the one suggested by the inverse model.
Each modified sequence is identical to the first sequence up to a randomly selected step within
the first two thirds of the sequence. At that point, the sequence is modified by performing 3
subsequent rotations either to the left or to the right (approx. 45!). For all subsequent steps,
the internal simulation again follows the suggestions of the inverse model. In our experiments,
the first sequence is repeatedly modified in this way until a modified sequence is found that
fulfills the criterion.

6. Object recognition by internal simulation

The perceptual task for our simulated agent is to decide between a corridor and a dead end
when looking at an arrangement of obstacles. The result of the perceptual analysis could be
a decision to either enter the obstacle arrangement if it is a corridor, or to turn around and
look for an alternative route if it is a dead end (here we just report the decision and do not
simulate the resulting actions). The motor decisions taken in the internal simulation are not
executed but are just driving the prediction process; meanwhile, the agent is standing close
to the entrance to the obstacle arrangement and is looking at the scene without showing any
overt behavior. The image seen from this position is the initial sensory information S(t) used
in the simulation process.

According to our simulation theory of perception, an object (here an arrangement of
obstacles) is not recognized by directly analyzing its visual features, but by predicting how the



observable objects in a certain distance to the agent (e.g.
obstacles, passages, dead-ends, etc.) may entail visual
impressions that enable a prediction of the visual and tactile
consequences to be expected in case of performing typical
body movements. Based on the real visual impressions and
learned sensorimotor relations, a number of hypothetical
actions or action-sequences can be simulated internally:
those sequences having a positive consequence (e.g. a

collision-free movement) are preferred for execution
(white or light-gray trajectories in Fig. 1). All simulated
actions that entail negative effects (dark-gray trajectories)
will not be executed in reality, but, nonetheless, contribute
to the description of the present situation, too. By means of
this sensorimotor anticipation, it is possible to characterize the
visual scenery immediately in categories of behavior, i.e. by a
set of actionswhich describe possible methods of interaction
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Fig. 2. Schematic illustration of our perception through sensorimotor anticipation paradigm. Sv—visual aspects of a situation coded in an assembly of neurons,
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t —positively or negatively evaluated tactile and proprioceptive aspects of a situation (assemblies) in consideration of the agent’s actual intention or
motivation, e.g. a time- and energy-effective exploration behavior; Mn—alternative motor commands, e.g. body movements, coded as motor assemblies too
(adapted from Moeller, 1996).
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Fig. 3. Highly simplified, schematic illustration of a sensorimotor anticipation process. The circles characterize multimodal, sensory aspects of hypothetical
situations (neural assemblies) considering the ‘value’ of these situations according to the agent’s actual intention or predefined goals. The expected sensory
situations are results of motor commands executed hypothetically on the basis of acquired knowledge about the sensory consequences of typical sensorimotor
operations. The thickness of the solid/dashed arrows codes the value of the respective sensorimotor transition. This corresponds to the current desirability of the
action responsible for the new sensory situation. The thick, solid line indicates the optimal sensorimotor sequence, selected out of the set of alternative
sequences, for execution in reality.

from Gross et al., 1999: Generative character of perception: a neural architecture for sensorimotor anticipation
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Fig. 12. Object recognition by internal simulation. Top view of the 30 test environments (top row: dead ends;
column below each dead end: corridors obtained from modifying the dead end) and simulated trajectories starting
from the true position of the agent (circle with line). Small dots mark agent positions where the simulated movement
would actually have caused a collision.
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#
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